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Abstract 

An overview is given of popular term-weighting schemes as used in Information Retrieval. The question is raised whether 
the word frequency based tf.idf weights may be used as a yardstick to compare schemes that are not based onfrequeney­
characteristics, such as the first mention theory or schemes based on word categories. It is demonstrated that word 
categories and frequency derived weights have a close correlation but that weighting according to the first mention theory 
shows no agreement with frequency-based weights. 
Keywords: Information Retrieval, word frequencies, SMART, full-text documents 
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1 Introduction 

Although several attempts have been made to ae.ate in­
fommtion retrieval (IR) systems that are based on more in­
volved document representations, the models thatare based 
on indices, or inverted files of words occurring in the text 
proper, still offer the most efficient solutions. 

The obvious problem when aeating such indices is 
how to decide on the relative importance of a word in a text 
as an indicator for the topicality of that text. Various strate­
gies have been proposed, among which the methods that 
are based on the frequency characteristics of words in texts 
have attracted much attention because of the relative ease 
with which they may be applied, while the performance in 
terms of precision and recall is reported to be among the 
best. Nevertheless the performance of IR-systems that have 
to operate on big document bases is an ongoing concern. 

Other methods, while intuitively attractive and also 
easily applied, don't seem to score as high as the frequency 
based methods [ 6] and there are not many real life applica­
tions. Among these alternatives for term weighting are the 
cue methods and the positional methods (for a concise sur­
vey of these and other methods see [131). It must be added 
that the frequency based weighting also does not seem to 
be popular in commercial systems. Apart from SMART1 

itself, there seem to be only two or three other systems 
that use frequency characteristics for the retrieval of full­
text documents. Among them are CLARIT [5], Personal 
Librarian from Personal Library Software, Inc and Smar­
text from Lotus, Inc. Another interesting application may 
be found in the Lycos search engine that is accessible for 
searching WWW documents. Of course other IR systems, 
such as the STAIRSNS system from IBM, use frequency 
characteristics when ranking the result of searches. 

Traditionally the work with word-frequency charac­
teristics in natural language (NL) documents was done on 
very short texts such as abstracts. It is important to realize 

• An earlier version was presented at the STINFON conference in Tilburg, 
Dec. 1994 (12) 

1 The program was developed to test and use frequency based weighting, 
and was written by Salton and Buckley [ 14, 16) 
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. that the general availability of the full text of a document 
has occurred only in the last decade or so and in the mean­
time interest seems to have shifted to other areas of IR such 
as the application of techniques from AI research. In this 
paper we will revert to the traditional method of frequency­
weighting, but we will apply the method to full-text doc­
uments and compare it with two o~er methods that are 
themselves dependent on the availability of the complete 
text of a document. 

2 Organization of Our Research 

The experiments whose outcome is presented here are part 
of a series of experiments that try to satisfy our curiosity 
about the behaviour of information-rich words in natural 
language documents. 

One of the working hypothesis of this paper will be 
that words in different parts of the document have differ­
ing informational values. Put differently, infommtion-rich 
words are not distributed at random, but they tend to grav­
itate towards certain places in the document. To get an 

. impression of this distribution consider Figure 1. Depicted 
is a single document (a scientific article on qualitative rea­
soning). The vertical axis indicates the tf.idf weights; the 
horizontal axis gives sentence numbers. The dotted line 
shows the average weights of the words in every sentence 
(computed using the ate-variation of the tf.idf, discussed 
later). The thick line is a smoothing function applied to 
those values and the straight vertical lines indicate new 
sections in the document. Visible are a few marked peaks 
where sentences seem to have a consistent high average 
score. Let us borrow a term from physics and call such 
places gravitation wells. In this paper we will try to es­
tablish whether the occurrence of such gravitation wells 
can be predicted by the weighting methods that are under 
consideration here. 

To test this, we will divide sets of documents into 
sub-documents that correspond to interesting parts of the 
original documents (interesting according to e.g. the first 
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mention theory) and check if significant differences in the 
weights of the terms occur between those sub-documents. 
The outcome of the experiments will give us, if not an 
indication of the absolute value of the weighting methods 
that were applied, at least an insight into the information 
value of the different.parts of the document relative to the 
methods. 

When looking for peak disttibutions of words with high 
information content, we will focus· on two main areas of 
interest: 
Positional aspects. The question here is if the position of 

the keyword in relation to the structure of the document 
is (partly) responsible for its information value. The 
concept 'Position' may be understood as indicating a 
logical subpart, e.g. the title, abstract or "itemized" 
parts (as this one is). It may also be another positional 
feature such as the nth sentence from the beginning of 
a paragraph. 

Word categories. The search for gravitation wells may 
also extend in other dimensions like the difference in 
syntactical structure or the disttibution of word cate­
gories. An early attempt in this direction was done 
by l!arl [4], who ttied to find correlations between 
information content and sentences with certain syn­
tactical structures. The results, however, were nega­
tive. On the other hand it has been established that 
nouns, or more generally noun phrases (NP's), have 
a greater informational value than other words of the 
document[5]. 
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We will try to confirm or dismiss such theories by com­
paring them with the results obtained by frequency-based 
word weights. In this paper we will first look at the po­
sitional aspects as in the first item, more in particular to 
the first and last sentences of paragraphs, where according 
to the first mention theory concepts that are centtal to the 
text should be mentioned. Then we will look at the word 

· categories of the documents under consideration. 

3 Weighting Schemes 

Frequency-based term-weighting schemes 
There are a number of weighting schemes that use the 
frequency of the words within documents and over the 
database. The most popular of these schemes is the so­
called tf.idf weight, or rather one of the t/.id/-related 
weights. as there are several variations. The t f. id/ is com­
posed of the term frequency (tf) and the Inverse document 
frequency (idt) or one of its derivates or normalimtions. 
For each term t and document d, /fd is the term frequency 
oft in d. The collection frequency F of term t for N doc­
uments is the sum of all ltd and the document frequency 
of term t, Dt, is the number of the documents in which t 
occurs. 

Now an appropiate indication of a term as a docu­
ment discriminator can be computed by taking an inverse 
function of the document frequency (id/) of that term, e.g. 
id/ = N / Dt, or id/ == logN / Dt + 1. The product of 
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the term frequency and the inverse dQcument frequency, 
t f. id/, may then be used as an indicator for the importance 
of a term in a document. This generally is called the term 
specificity. 

A popular variation is the so-called ate-weight. It 
calculates the t/.idf in three steps. The first step aeates 
the value new.:tf for the term-frequency (t/) as 

tf 
new.:tf = 0.5 + 0.5 • .:t/ maz 

where maz.:t f is the frequency of the term with the highest 
frequency in the document. Then the weight new _wt is 
calculated as 

N 
new_wt = new.:t/ • log D, 

where N is as before the number of documents and D, the 
document frequency of term t. Finally the cosine normal­
ization is applied by 

new_wt 
new_wt = ---::===== 

Jr}=l new_wtl 

where T is the number of terms in the document vector. 
For a detailed discussion of these and similar techniques 
see e.g. Salton and McGill [16] and Salton [15]. 

Logical document structure 

Othez approaches are based on the emphasizing of terms 
that occur in certain parts of the document. An obvious 
example is the inaeased importance that may be attached 
to words occurring in the title or the bibliography. This 
idea is easy to grasp for users of relational databases. They 
are familiar with the idea that the 'semantics' of data are 
defined by the position in the record. 

In documents, however, this is only true for such data 
as author or place and date of publication. The relation 
between meaning and 'fields' like title or abstract is far 
more tenuous. This is demonstrated by the experiments 
of Kwok on the relevance of words occurring in the bib­
liography [10]. Kwok found in this study a strong cor­
relation between the words in the bibliography and the 
relevance of the document. When this experiment was 
repeated by Salton and Zhang [17] on different databases 
they concluded that the effect was not as general as Kwok 
had suspected. A more involved approach to using docu­
ment structure as a factor in infonnation retrieval is to be 
found in the Druide-project[12]. For a rather more formal 
discussion of document structure and infonnation retrieval 
see Doedens [3]. 

The first-mention theory 

Another theory was described by Kieras [9]. He put for­
ward the assumption that an author works following area­
sonably fixed scheme or pattern of first stating the topic 
of a paragraph, then expanding on it and finally reaching 
a conclusion. The central claim of Kieras appears to be 
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that "there seem to be common text granunars that specify 
where in the passage important information is likely to ap­
pear, and there are several su,tace-level signals that mark 
individual items of information that are important to the 
passage macrostructure" [9, p.95). Howevez, seen from 
the Information Retrieval point of view, the question is if 
such patterns are consistent enough to use them as markers 
for the topicality of texts and this is the central subject of 

· this paper. 

Word categories 
Finally it is assumed that the interesting information from 
an IR point of view is stored in nouns or noun phrases (5). 
Therefore we would expect that document representations 
consisting of nouns or NP's pe.rf<Xm consistently better than 
document representations built from othez word categories. 

4 Computing The Differences 

All the methods mentioned above may be used to ''weigh" 
keywords. The problem is: how do these weighted indices 
relate to the information need of the users? There are two 
ways to arrive at an answez. Obviously we can conduct a 
survey of a representative group of users and note if dif­
ferent weighting methods appeal to different users. On the 
other hand we can directly compare the indices constructed 
by the various methods. The advantage of the last method 
is that differences are ratbtt easily observed and quanti­
fied; the disadvantage is that qualitative ditfezences may 

· not be evident. Also, one might object that incompatible 
classes are compared or even that none of the methods un­
der consideration are really valid. Howevez, at leut the 
frequency-based sttategies have proven themselves. Thus 
they offez a solid base for comparisons of individual words. 
The other strategies are easily translated into identifiable 
sentences or word groups and may thus directly be com­
pared with the frequency-based strategies. 

In the study for this article we chose the frequency 
method as applied by Salton in the SMART retrieval sys­
tem. The SMART system also incorporates a stemming 
algorithm, that tries to truncate words to a common stem, 
and a list with stop- or function words: words like pro­
nouns, articles etcetera that carry no meaning in themselves. 
When comparing frequency-based methods with the posi­
tional methods, we used both features. When we were 
comparing frequency-based methods and wordcategories 
we omitted the stemming algorithm, because information 
on the word category would be lost by the stemming. 

We selected two different databases, one (SACJ) with 
24 scientific articles from the South African Computer Jour­
nal (700 Kb) and one (FLOWERS) with 201 short articles 

· on flowers and gardening (500 Kb). 
The original SACJ articles often had tables, figures 

and fonnulas inserted. As they were marked up in ~Te{ it 
was relatively easy to skip these and similar constructs at 
will. Therefore the SACJ-texts that we ultimately worked 
with consisted of the original text minus tables, figures and 
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formulas. Itemized and enumerated sections were retained. 
The texts from the FLOWERS database only consisted of a 
title and text organized in a number of paragraphs and thus 
needed no special consideration. 

We then computed for each word-document combina­
tion the ate weight as described earlier, as this variation 
of the tf.idf is reported to be the most useful indicator 
for the relative importance of single words in long doc­
uments. Table 1 shows the descriptive statistics for the 

Table 1. Descriptives for SACJ and FLOWERS. 

files avg.length Mean Std Dev 

SACJ 24 33.3 Kb .04 .03 
FLOWERS 201 2.5Kb .10 .04 

Min. IDAX, 

SACJ .00063 .18245 
FLOWERS .01SS5 .58423 

Concepts uniqueC Types uniqueT 

SACJ 12392 3989 21439 7257 
FLOWERS 17582 3157 33148 5687 

databases and the resulting weights. The columns Mean, 
Std.dev, Min and Max refer to the t f. id/ weights computed 
for these databases. The column Concepts refers to the 
number of different wordstem-document combinations in 
each database and uniqueC tells how many unique word­
st.ems occur. Types and uniqueT are similar, but for all 
(unstemmed) wordtypes in the databases. 

From the table it is already evident that the two data­
bases differ in word use. Although the FLOWERS database 
is smaller, it retains more wordstems after the list with stop­
or function words is applied. Also the average weight of 
the words is more than twice that in the SACJ articles. 

The next step in normalizing the texts was to recog­
nize the individual sentences and paragraphs, marking for 
each paragraph the first and the last sentence. We defined 
a paragraph or alinea as text between empty lines. Special 
constructs in !Me{ such as figures, itemized and enumer­
ated text, etc. were also deemed to separate paragraphs. 

Creating the subdocuments 
From each document a number of subdocuments were cre­
ated that consisted solely of those structures that we wanted 
to judge on their worth as a weighting factor. The following 
naming conventions were used: 

-txt the complete document 
-1st words in 1st sentence of paragraph. 
-lst words in last sentences of paragraph, 
-fla alinea's consisting of single sentence. 
-abs words in the abstract , 
-tit words in titles & subtitles. 

Please note that in the following examples the suffix of 
the variables used is indicative for the subdocument. The 
prefix, e.g. 'F' (frequency) or 'R' (ratio) is used to indicate 
the specific function of a variable. 

The subgroup -txt of course was used to obtain the 
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"normal" t I. id/ weight and the frequencies for each word. 
-1st, -lst and -Jla were used to check the Kieras theory of 
first mention. -tit and -abs were used to get an impression 
of the validity of the assumption that titles and abstracts 
are good document surrogates. For this paper we concen­
trate on the first and the last sentences and on paragraphs 
that consisted of one single sentence (-jla - although we 
included the other groups in Tubles 2 and 3). Finally we 
created four more groups with sentences choosen at random 

. -nil, -rd2, -rd3 and -rcl4. The FLOWERS records did not 
have abstracts or titles comparable to the SACJ database; 
therefore references to such subdocuments are omitted in 
the tables that show properties of FLOWERS. 

We then treated each group of subdocuments as a doc­
ument base in its own right and counted the occurrences 
of the words i1,1 every class, again using both the stem­
ming algorithm and the stopword dictionary that came with 
SMART. 

The assumption was that if the various parts of a doc­
ument differed in information value and if the ate-weight 
was a good measure for that information value, the means 
of the weights of the word weights in the various document 
parts would show significant differences and that a posi­
tive correlation would exist between this weight and the 
tendency to occur in a specific place of the document. 

The Pearson-test 
Before we could use the frequencies of word-document 
combinations in the correlation-test, we first had to divide 
its frequency in every subdocument by its overall frequency 
in a document. For instance, if the frequency. F-1 ST (fre-

. quency of the wordstem in first sentences of paragraphs) 
of the stem 'abandon' was 3, and the frequency F-TXT in 
the complete document was 10, we created a new variable 
R-JST = F-JST I F-TXT with the value 0.3. Thus R-JSTis 
a measure of the tendency of the stem 'abandon' to occurr 
in a first sentence. If a positive correlation exists between 
the values of the variable R-JST and the weights of the 
words, it would tend to support the hypothesis that words 
with a high information content tend to cluster in the first 
sentence. 

A first run on SPSS to obtain the correlations between 
weight and the relative occurrences looked promising (refer 
to Tobie 2). Except for the group R-JST (first sentences) 
of the SACJ database, all other groups displayed a high 
probability of correlation (a P < 0.05 in the table). How­
ever, the Pearson coefficient also was very low and the 
high correlatiori probability bas to be attributed to the great 
number of observations(= number of stems; 12,392 for 
SACJ and 17,582 for FLOWERS). Also on closer inspec­
tion about half of the variables with a significant P had 
the wrong sign in the correlation coefficient, indicating a 
negative correlation. 

The T-test on worclstems 
We then proceeded to compute the differences between the 
means of the stems occurring in the subdocuments and in 
the complete documents. This was done by comparing the 
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Table 2. Correlation coefficients for SACJ and FLOWERS. 

WEIGHT R-lST R-LAST R-FILA R-m R-ABS 

SACJ 
WEIGHT 1.0000 .0047 -.0293 .0286 -.0589 -.0549 

P=. P=.299 P::.001 P=.001 P=.000 P=.000 

FLOWERS 
WEIGHT 1.000 .0267 -.0262 .0437 

P=. P=.000 P=.001 P=.000 

Table 3. T·tests for SACJ and FLOWERS. 
Variances tvalue 

SACJ 
F-lST u -9.82 
F-LAST B -11.88 
F-FILA u -1.44 
F-m u -3.91 
F-ABS u -9.27 
F-RND E -6.99 
F-RD2 E -7.89 
F-RD3 E -6.98 
F-RD4 E -9.79 

FLOWERS 
F~lST u 5.96 
F-LAST u .31 
F-FILA u 8.16 
F-RND E 2.19 
F-RD2 E .99 
F-RD3 E 5.91 
F-RD4 E 2.79 

means of the weights of wordstems that occurred once or 
more in a group of subdocuments and the weights of stems 
that never occurred in that group (its complement). In the 
table the subdocuments are indicated by the F-variables. 
Every row describes the results of comparing the weights 
of stems in a group of subdocuments with its complement. 

Table 3 shows the results. '(E)quar or '(U)nequal' in 
the first column (Variances) is dependent on the outcome 
of Levene's test for equality of variances. The probability 
of equal means is in the column 2Tail.Sig. ·' A low score 
indicates a low probability that the means are equal (the 
threshold is 0.05). This table shows the same tendencies as 
Table 2. Although the variables under consideration show 
a high probability of real differences in the means of the 
weights, the control variables F-RND, F-RNl, F-RN2 and 
F-RN3 show the same pattern in all columns except for the 
variance of the means. Here Levene's test indicated that. 
the subgroups compared at least had differing variances, 
while the control-variables all had equal variances. This 
in itself is interesting, but we have not yet looked for an 
explanation. 

We then made a new selection of wordstems from the 
original SACJ-database, excluding all stems with a weight 
lower than 0.04 (inclusive) and calculated the T-tests again. 
This showed very much the same pattern and the conclu­
sion again has to be that the normal T-test does not reveal 
important differences between the sentences under consid­
eration or if they do, that such differences are not marked 
enough to be used for automatic indexing purposes. 
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df 2Tai1 Sig SB ofDiff 

9144.41 .000 .000 
12390 .000 .000 
1398.14 .150 .001 
593.84 .000 .001 
1183.70 .000 .001 
12390 .000 .001 
12390 .000 .001 
12390 .000 .001 
12390 .000 .001 

12233 .000 .001 
12998 .756 .001 
4236 .000 .001 
9877 .000 .001 
9877 .000 .001 
9877 .000 .001 
9877 .000 .001 

T-tests on sentences 
Then a third approach was choosen in which not the indi­
vidual words were considered but the complete sentence. 
From the above tests it might be conjectured that, in­
deed, the words selected after application of stopwords 
and stemming algorithm might not differ, but that the first 
or last sentences of paragraphs differed in the ratio function 
words/significant words or that another unexpected factor 
accounted for the low differences of the means. 

For each original database (SACJ and FLOWERS) a 
second database was created in which for every sentence 
in every file the mean of the weights of the words in that 
sentence was computed. In fact we computed two averages 

· (see Table 4), one with only the significant words (stop- or 
functionwords excluded) and a second one for all words, 
stopwords included: avg-sig and avg-tot in the table. The 
first column refers to the subdocuments (FST-SEN and 
LAST-SEN refer to the first and last sentences respectively, 
while FILA refers to the single-sentence paragraphs). The 
second column (avg) indicates whether only the weighted 
words (AVG-SIG) are used to obtain the average, or that 
all words are used (AVG-TOT). The other columns are the 
same as in Table 3. Note again the differences in variance. 

S Word Categories and Word Weights 

To obtain word categories we used the Xerox tagger [2]2• 

Each document in the database was run through the tag­
ger and the word-document entry in the SMART-table was 

2TI1e LISP program could be downloaded and used free of charge under 
certain conditions 
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Table 4. T-tests for average sentence-weights (SACJ and FWWERS). 

SAci 
PST-SEN 

avg. Variance tvalue df 2Tail Sig SB of Diff 

LAST-SEN 

FILA 

FLOWERS 
PST-SEN 

LAST-SEN 

FILA 

AVG-SIG 
AVG-TOT 
AVG-SIG 
AVG-TOT 
AVG-SIG 
AVG-TOT 

AVG-SIG 
AVG-TOT 
AVG-SIG 
AVG-TOT 
AVG-SIG 
AVG-TOT 

u 
u 
B 
B 
u 
u 

u 
u 
u 
u 
u 
u 

Table 5. Correlations between similar word categories. 

FLOW-WI' SACJ-Wf 

FLOW-WI' 1.0000 .668 
( 182) (170 
P=. P=.00 

SACJ-Wf .6686 1.0000 
( 170) (204) 
P=.000 P=. 

given the word category of the first match in the docu­
ment. We then aggregated the word categories over the 
database, obtaining the average weights for each category. 
As might be expected, the categories showed a good cor­
relation between the two databases (see Tobie 5). In other 
words: in both databases the averages of the weights of the 
various word categories displayed a consistent pattern. If 
e.g. the genitives of singular nouns in one database score 
higher than, say, verbs, we may expect the same in the other 
database. 

The next question is which word categories have the 
highest weights. The. tagger assigned tags according to the 
list of tags from the Lancaster-Oslo-Bergen (LOB) Corpus, 
a code of one to four or five characters. This code is con­
sistent so that a tag beginning with 'n' always is a noun, the 
second and following characters indicating whether it is a 
common noun, a proper noun, a genitive and so on. Order­
ing the tags on the first character by average weight showed 
- as might be expected - that the non-function words, such 
as nouns, adjectives and verbs, had the highest average 
score whereas function words, among them inflected forms 
of 'to have' and 'to be' scored very low. These observa­
tions may be refined by grouping and ordering on the two 
first characters of the tag etc. (Tobie 6). The caption Wt is 
the average weight of the words in that category, #wds the 
number of words in that category and perc the percentage 
of words in that category. The percentages don't quite add 
up to 100 because we edited some spurious categories from 
the table. 

We ordered the · table on the weights of the SACJ 
database and made a rather voluntary threshold on one 
third of the table. At that point something more than 75% 
of the words in both databases was accounted for. The 
verbs, adjectives and common nouns are the biggest groups 
in both databases, together with the cardinals in FLOW­
ERS. In the third major column of the table we display the 
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-3.SB 2S93.9S .000 .001 
6.76 3692.19 .000 .000 
2.04 4S98 .042 .001 
4.16 S361 .000 .000 
1.62 437.14 .107 .001 
-S.13 13S.80 .000 .001 

-13.09 3106.78 .000 .001 
-13.79 2946.43 .000 .001 
-4.S1 319S.6S .000 .001 
-3.11 3081.80 .002 .001 
10.34 728.43 .000 .002 
9.41 771.82 .000 .001 

results for the 'J' or 'scientific' LOB subcorpus. 

6 Conclusions 

On the basis of the tests described we may come to the con­
clusion that words with a high information content accord­
ing to the t/.id/-based weighting schemes do not cluster 
in the first or the last sentences of paragraphs or in para-

. graphs that consist of a single sentence, at least not to such 
an extent that such a feature could be used in the prepa­
ration of indices for Information Retrieval purposes. As 
we said the results may seem disappointing for those who 
believe that the position of the keyword in the document 
is an indicator of the information content of that keyword, 
but of course it might also be said that the frequency-based 
keyword weighting is not as useful as reported. 

The fact that the well-published first mention theory 
does not seem to hold is peculiar. Kieras himself already 
had found that titles and cue-phrases had a weak effect 
on the signalling of otherwise clear main ideas but several 
studies by him did seem to confirm the importance of the 
first and last sentences in passages as the source of the 
important ideas. The tests described in this paper do not 
seem to bear this out, although the unequal variances for the 
selected sentences in Tobie 3 certainly bear investigation. 

Accompanying the · thematic role of initial mention, 
there is also an important reading time effect. It was 
demonstrated by Kieras [7, 8] that the first sentence in a 
passage is also read for a relatively long time. Now it may 
well be that the reader attaches an important role to the first 

. sentence and that he uses it to fonn early hypotheses on the 
subject of the paragraph. But it is not necessarily the case 
that the writer follows this rule always or even most of the 
time. It may well be that the first mention theory as de­
scribed by Kieras is, in fact, the result of this longer reading 

. time, rather than that of an actual difference between the 
sentences. 

On the other band there is a significant correlation 
between word category and word weight. This is intuitively 
right for adjectives, verbs and nouns; the consistent high 
weights for the nominal pronouns (anybody, everything, 
none etc.), the nominal adverbs (here, now, there, then etc.) 
and the adverbial nouns Ganuary, sunday, east, today, home 
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Table 6 • .Word categories and average welghu 

SACJ 

cat. 
pn - pron. DOUD 

nr - adv. DOUD .0601 64 .S9 
m - nominal adv. .0600 25 .23 
np - prop, DOUD .0556 307 2.85 
cd - cardinal .0520 480 4.46 
vb-verb .0471 2439 22.65 
jj - adjective .0446 1235 11.47 
DD - common DOUD .0416 · 3397 31.55 
rb-adverb .0414 536 4.98 
cumul. total . 3 

q -qu er 
rp - adv. partic. .0303 31 .29 
at- article .0286 170 1.58 
cc - coord. conj. .0253 110 1.02 
ap - post-detenn. .0240 175 1.63 
od- ordinal .0226 33 .31 
do- 'do' .0223 28 .26 
in - preposition .0222 489 4.54 
pp-pronoun .0216 110 1.02 
wr - WH-adverb .0211 51 .47 
to - infin. 'to' .0211 36 .33 
wp - WH-pronoun .0210 31 .29 
be - conj. 'to be' .0192 180 1.67 
c, - subor. conj. .0187 169 1.57 
wd-WH-det. .0181 36 .33 
md - modal aux. .0162 127 1.18 
ex - exst. 'there' .0150 22 .20 
hv - conj. 'to have' .0143 61 .51 
dt-determ. .0133 167 I.SS 
ab - pre-qual. .0129 61 .51 

etc.) is interesting, although the frequencies themselves are 
very low (all below one percent). Other categories with a 
similar low frequency typical have far lower weights. 
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