South African
Computer
Journal
Number 7
July 1992

Suid-Afrikaanse

Rekenaar
tydskrif
Nommer 7
Julie 1992




The South African Die Suid-Afrikaanse

Computer Journal ' Rekenaartydskrif
An official publication of the South African 'n Amptelike publikasie van die Suid-Afrikaanse
Computer Society and the South African Institute of . Rekenaarvereniging en die Suid-Afrikaanse Instituus
Computer Scientists - . vir Rekenaarwetenskaplikes

Editor Subeditor: Information Systems Productio.. Editor
Professor Derrick G Kourie Prof John Schochot Prof G de V Smit
Department of Computer Science University of the Witwatersrand Department of Computer Science
University of Pretoria Private Bag 3 University of Cape Town
Hatfield 0083 WITS 2050 Rondebosch 7700
Email: dkourie@dos-lan.cs.up.ac.za Email: 035ebrs@witsvma.wits.ac.za Email: gds@cs.uct.ac.za

:mkdt'

Editorial Board
Professor Gerhard Barth Professor Pieter Kritzinger
Director: German Al Research Institute : University of Cape Town
Professor Judy Bishop Professor F H Lochovsky
University of Pretoria " University of Toronto
Professor Donald Cowan Professor Stephen R Schach
University of Waterloo Vanderbilt University
Professor Jiirg Gutknecht Professor S H von Solms
ETH, Ziirich Rand Afrikaanse Universiteit

Subscriptions
Annual Single copy

Southern Africa:  R45,00 R15,00

Elsewhere $45,00 $15,00
to be sent to:
Computer Society of South Africa
Box 1714 Halfway House 1685

Computer Science Departmens, University of Pretoria, Pretoria 0002
Phone: (ing)+(012)+420-2504  Fax: (int)+(012)+43-6454  email: dkourie@rkw-risc.cs.up.ac.2a



7th Southern African
Computer Research Symposium

PROCEEDINGS

Guest Editor: Judy M Bishop

PERSETEL

Organised by the SA Institute of Computer Scientists
in association with the Computer Society of SA

Sponsored by Persetel and the FRD






SPECIAL ISSUE - 7th SA COMPUTER SYMPOSIUM

PREFACE

When the first SA Computer Symposium was held at the
CSIR in the early eighties, it was unique. There was no
other forum at the time for the presentation of research in
computer science. In the intervening decade,
conferences, symposia and workshops have sprung up in
response to demand, and now there are several successful
ventures, some into their third or fourth iteration. Each
of -these addresses a specific topic - for example,
hypermedia, expert systems, parallel processing or formal
aspects of computing - and attracts a specialised audience,
well versed in the subject and eager to learn more. For
the main part, the proceedings are informal, and certainly
not archival.

SACRS, though, is still unique, in that it deliberately
covers a broad spectrum of research in computing, and in
addition, seeks to provide a lasting record of the
proceedings. To achieve the second aim, we negotiated
with the SA Institute of Computer Scientists for the
proceedings to form a special issue of the SA Computer
Journal, and the copy you have in front of you is the
result. The collaboration between the symposium
committee and the journal’s editorial board placed high
standards on the refereeing and final presentation of the
papers, to the symposium’s benefit, while we were still
able to maintain a fresh, audience-oriented approach to
the selection of papers.

This is SACJ’s first such special issue, and the
largest issue (at 145 pages) to date. We hope that it is
only the beginning of future such collaborations.

In all 29 papers were received, all were refereed
twice, and 19 were chosen for presentation by the
programme committee. All the papers were thoroughly
revised by the authors on the basis of the referee’s
comments, and the committee’s suggestions aimed at
making the material more accessible to a broadly-based
audience. Papers had to be new, and not to have been
presented elsewhere, a requirement that is still unusual
within the SA conference round.

A third goal of SACRS has been to invite keynote
speakers, usually from overseas. This year, we are
fortunate to present Dr Vinton Cerf, the father of the
Internet and a world-renown expert on computer
networks. Although his paper is not available for this
special issue, it will appear later in SACJ. Through the

good offices of Professor Chris Brink of UCT, we also
have three other speakers from Germany, Canada and the
US adding interest to the event, and two of their papers
appear in this issue.

The programme committee originally devised a theme
for the symposium - "Computing in the New South
Africa”. We received several queries as to the meaning
of this theme, but unfortunately few papers that addressed
it directly. One prospective author went as far as to
enquire whether computer research would survive in the
new South Africa. Another felt that his work was
definitely not in the theme, as it was genuine, old world,
basic, theoretical science! Neverthless, there are two
papers that consider one of South Africa’s key issues, that
of language. Others look at the success we have achieved
in applying technology to mining, and the future of
low-cost operating systems. In all, the mix of papers
represents a balance between the theoretical and the
practical, the past and the future, all firmly based in the
computing of the present.

Organising the symposium has involved the hard
work of several people, and I would like to thank in
particular
* Derrick Kourie, my co-organiser, and the editor of
SACJ for his invaluable advice and hard work throughout
the planning and implementation stages;

* Riél Smit, the production editor, for attaining such a
high standard in such a short time for so many papers;

* Gerrit Prinsloo and the staff at the CSSA for their
efficeint and quite delightfully unfussy organisation;

* Persetel for their very generous sponsorship of
R25000, and Tim Schumann for taking a genuine interest
in our events;

+ the Foundation for Research Development for
sponsoring Vint Cerf’s visit;

* and finally the Department of Computer Science of
the University of Pretoria for providing the ideal working
conditions for undertaking ventures of this kind, and
especially Roelf van den Heever for his unfailing
encouragement and support.

Judy M Bishop
Organising Chairman, SACRS 1992
Guest Editor, SACJ Special Issue
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Machine Translation from African Languages to English

D G Kourie, W J van den Heever and G D Oosthuizen
Department of Computer Science, University of Pretoria, Hatfield, Pretoria, 0083

Abstract

This paper describes how a machine translation system, LEXICA, has been used and adapted to translate from African
languages to English. Results with Tswana provide comprehensible translations that, although not necessarily flawless,
can be used by an individual to assimilate the meaning of a text in, say, an industrial context. LEXICA itself is parcelled
as a translator’s workbench, offering an environment in which such assimilable translations can easily be enhanced to
conformed to standards required for dissemination to a general audience.
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1 Introduction.

After a somewhat dishonourable start in the sixties [3]
followed by a lull in the seventies and early eighties,
interest in using computers to translate from one
natural language to another has been steadily growing,
as attested by, for example, the formation of the
International Association for Machine Translation
(IAMT) in 1991. Outputs from so-called machine
translation (MT) systems range from text that is merely

" comprehensible, to text that—with some degree of post-
editing—would be suitable for dissemination as a formal
document. Several MT systems, varying in cost and
sophistication, are now commercially available. (A few
examples are METAL, TOVNA, SYSTRAN, etc.) As
far as can be determined by the authors, these systems
are limited to translating to and from first world
languages-typically Japanese, East Asian languages, and
the various European languages.

The multilingual composition of Africa in general,
and South Africa in particular, is well known.
Centripetal forces generated by the New South Africa
will undoubtedly accentuate the already existing need to
translate between the country’s various languages. Since
MT systems developed in the first world are unlikely to
address this need, a task group of the Unit for Software
Engineering at Pretoria University was set up 2 years
ago. Its objective was to develop an MT system to
address Jocal translation needs. The result is a product
dubbed LEXICA.

LEXICA consists of several functional components
that together make up a translator’s workbench. The
workbench provides an environment containing various
language- and word processing tools. Even though
LEXICA is able to automatically generate good quality
translations in selected domains that are tightly
restricted (such as weather forecasting, technical
specifications, etc), it is not intended to replace the
human translator. Rather, in both restricted and general
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domains it is designed to assist translators and to
enhance their productivity. Constructing a fully
automated high quality MT system is generally
recognised as being well beyond the reach of present
technology [5].

In LEXICA translation is performed by a
translation engine that interacts with one of several
language-pair databases. At a high level of abstraction,
such a database achieves a (partial) mapping of
sequences of source language words to sequences of
target language words. The translation engine interfaces
with any one of several language-pair database that are
suitably designed. In the earlier databases various
European languages were used. One reason was to be
able to compare the particular approach taken by
LEXICA to other products on the market. In order to
casily evaluate the quality of translation, in most cases
English-was chosen as the target language.

Having gained sufficient confidence in LEXICA’s
ability to perform effectively in these relatively "well-
known" terrains, translation from African languages to
English was attempted. While not the most widely
spoken language in the country (although—interestingly
enough~—it used over a larger geographical area than
any of the other African languages), Tswana was
considered to be a good starting point for several
reasons. Not least of these is that a Tswana expert was
readily accessible. Furthermore, an extensive Tswana to
English dictionary was available in electronic format,
providing a basis for constructing a comprehensive
LEXICA database. Finally, most indigenous languages
apart from Tswana make liberal use of prefix words
which are joined onto others—a feature which early
versions of LEXICA could not handle.

The overall purpose of this paper is to map out the
research experiences to date. In section 2 the principal
approaches to MT are surveyed, indicating design
choices and other issues relevant to developing MT
systems. Section 3 reviews the particular design choices






interface include a so-called post editor, and a toolkit to
experiment with and augment a given database. These
features will not be further discussed here.

Basic Operation in LEXICA

As was mentioned above, LEXICA follows a transfer
rule approach to MT. The approach was chosen in
favour of an interlinguna approach because of its
flexibility. Transfer rules are also much more scalable:
even with a small rule base and simple transfer rule
syntax, results can be obtained. The ability to specify
more sophisticated transfer rules will of course improve
the translation quality and broaden the extent of the
domains in which translation can be effected. This
advantage fits well into the pragmatic approach taken in
LEXICA and consequently a relatively simple rule
language, LRL, was adopted.

The LEXICA transfer rule system corresponds
roughly to that of EUROTRA [1] in that it consists of
a number of distinct transfer stages. This may be
represented as follows:

analyze transfer, transfer, generate
sSL -+ RL = RL, = ... =RL, = T

The first stage in the above diagram is the analysis of
the SL text and the creation of a representation
language. Several transfer stages then serially transform
the text to new representation languages, finally
_generating the TL text. Ideally, each transfer stage
should simplify the translation process and preserve
features such as punctuation and layout of the SL text.

LEXICA has four transfer stages. The first reduces
exceptional forms in the SL to more general SL forms.
The second handles fixed expressions such as idioms,
stereotyped expressions, etc. The third contains general
transfer rules for mapping between the SL and the TL,
and the last stage eliminates awkward TL forms that
may sometimes occur as a result of previous
transformations.

The main component of a LRL-specified transfer
rule is a pattern that is matched against the
representation of the source language text (or current
representation language format of the text). If a pattern
matches, a rule specifies how the matching text should
be mapped onto the next representation language
format. The transfer rule has the following basic
structure:

<t-rule> = <rl,> - <r1l,,> |
The simplest pattern in a transfer rule consists of a list
of words (elements), and the result is another list of
word, e.g.: '

<it rains cats and dogs> - <it rains very hard>
Such inflexible transfer rules offer little more power
than a simple search-and-replace facility. By introducing
so-called wildcard elements into the rules, LRL allows
for enriching rules to handle variations in sentences of
basically the same form. For example, the pattern
<cats * dogs> will match any phrase starting with cats
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and ending in dogs and which has 0 or more words in
between. The wildcard, # stands in the place of at most
(ie. 0 or 1) word. Furthermore, when two or more
wildcards are used in the same pattern, they are tagged
with an integer, so that their position in the replacement
pattern is unambiguous. ’

While wildcards enhance flexibility, in some contexts
they are too general to be useful. This drawback
suggested further extensions to LRL, whereby those
syntactic categories mentioned in the dictionary can also
be referenced in the rules. For example, the following
rule can be specified to swap nouns and adjectives in a
sentence (useful, e.g. in translating from Tswana to
English):

<NOUN ADJ> -~ <ADJ NOUN>
Another extension is the provision of metarules in which
new syntactic categories are defined as metasymbols to
be used in later rules. For example, the following rule
specifies that a determiner followed by a noun is
actually a noun phrase, designated NP:

<DET NOUN> - <NP>
Later rules may now refer to the metasymbol NP as an
element in a pattern. This allows the linguist to design
a grammar from which a parse tree can be constructed
of the sentence.

LRL is in the process of being further enriched in
order to take into account semantic, contextual and
morphological knowledge [5]. Other ways of encoding
rules have been suggested by experience to date with
African languages. Some of these enrichments will be
mentioned below.

Control strategy

This section focuses on the order and manner in which
transfer rules are applied. If a text is composed of one
or more sentences, transformation proceeds on a
sentence by sentence basis, otherwise the phrase as
whole is considered. As mentioned above, there are four
different transfer stages, each stage having its own set
of transfer rules. At each such stage the most
appropriate matching rule is selected and applied until
no more rules from this stage are applicable. The
translation engine tries to match the rules belonging to
a certain transfer stage to a sentence in the current
representation language. If a rule matches, a scoring
function (described below) is invoked that associates an
integer value with the rule. The process is repeated for
all the rules within a transfer stage. The highest scoring
rule is then chosen and applied to the sentence. This
process is repeated until no more rules in that transfer
stage can be applied to the sentence. Control is then
transferred to the next transfer stage or to the so-called
generation stage (described below).

The scoring function takes into account various
heuristics such as the specificity of a rule, the priority
(user-assigned) of the rule, whether the rule can be
applied recursively, etc. The specificity of a rule is
determined by the weighted sum of its components’



scores. Individual words, being the most specific, carry
the highest weights. References to syntactic categories
(such nouns, verbs, etc.) and metasymbols will have a
lower score, while wildcards (symbols matching arbitrary
text) the lowest. This schema corresponds with intuition
in that an increase in the length of a rule increases its
specificity.

In general, rule application is not commutative, i.e
applying a rule R1 and then R2 to a sentence may yield
a different result from applying R2 and then R1.
Indeed, it. may even be that R2 does not match the
sentence after application of R1. Thus the order of rule
application is an important concern. Experimental
results have shown that the weights in the scoring
function can radically influence the quality of the
translation.

The generation stage

During the generation stage, information in the
representation language form of the text is used to
construct sentences in the TL. This stage involves
extensive dictionary lookup and application of
‘morphological rules. The representation language
contains references to root and infinitive forms of words
as well as feature descriptions—in the TL these features
and references have to be combined in a grammatically
acceptable manner. This involves the inflection of words
bearing in mind the agreement in number and gender
between verbs, nouns, pronouns and determiners. The
" mapping between the representation language and the
TL is straightforward at this stage, since the purpose of
the transfer stages was to map the original SL sentence
to a form in the TL.

Ambiguity

Ambiguity is of central concern in MT. Indeed,
disambiguation (i.e. identifying and removing
ambiguities) is the single most important problem in
Natural Language Processing in general [3]. One
mechanism used in LEXICA to reduce this complexity
is to construct rules with reference to a specific domain
of discourse, thereby assuming a circumscribed context
of sentences to be translated. In such a circumscribed
domain of discourse, there are usually a large number
of reasonable assumptions that can be made regarding
the vocabulary, syntax and semantic content of
sentences. Thus the database can be "fine-tuned" for a
given domain and it might even be possible to deal with
exceptional forms that are more or less limited to the
domain by exhaustively specifying rules for such forms.

Organization of the Rule-base

As the number of transfer rules increases, it becomes
much more difficult to administer the rule-base. To
resolve this problem a sophisticated indexing mechanism
is needed. At present we arc experimenting with
multiple inheritance structures called lattices [2] [7] [11].
The main advantage of the lattice is that the rules are

completely indexed on all their attributes and the
resulting structure is maximally integrated. When adding
a new rule to the rule-base the elements of the rule are
used as an index to all similar rules already in the
system. This helps to identify potentially dangerous
rules, and may suggest or lead to the discovery of new
rules.

The Dictionary
In line with the pragmatic approach taken thus far in
LEXICA, the system is able to deal with dictionaries
containing a varying degree of information. The most
simple will be a bilingual dictionary containing two
columns of text, one for the SL and one for the TL.
Such a dictionary is actually rather ineffective: it does
not provide a basis for very much more than a word-by-
word translation. More complex dictionaries containing
information about parts of speech, number, gender
synonyms, inflections, context, etc. enable LEXICA to
operate in a much more sophisticated manner, in which
this information is used to assist in the translation.
Additional morphological information can be
specified so that the number of dictionary entries can be
reduced. At present, morphology is handled by simple
string manipulation routines and applicable only to
verbs, that tries to reduce the inflected verb form to its
infinitive form. Consider for example the following rule
for deriving a present continues tense verb:

<is verb+ing> + <verb (pres_cont, 3_person, singular)>

Since an erroneous string operation will typically result
in an invalid word (not found in the dictionary) this
technique provides a reasonably satisfactory way of
dealing with verbs. Exceptions, such as irregular verbs,
are treated by exhaustive specification in the dictionary.
Much more sophisticated techniques are envisioned for
general treatment of morphology of the other parts of
speech.

Dictionary creation requires considerable effort.
Present paper dictionaries (even when obtainable in
electronic format) do not nearly specify all the
information needed by an MT program, and substantial
effort is required to filter relevant details, as much of
the information is redundant. Although suitable
dictionaries exist, they are limited to some European
and East Asian languages and tend to be very expensive.
Although constructing such dictionaries by hand is a
time-consuming proces it has to be done, because
ultimately translation quality depends in large measure
on the quality of the dictionary used. Electronic African
to English dictionaries will be an important by-product
of LEXICA.
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4 Tswana Issues

This section reports on an initial study undertaken to
establish the feasibility of MT from Tswana to English
(T/E). It then describes the subsequent development of
LEXICA’s T/E database. Lessons learned about MT
issues that seem, on the evidence of Tswana, relevant in
the context of African language translation are
identified. Finally, the two phases of development
(initial study then subsequent development) provide a
basis for comparing the so-called rationalist and
empiricist approaches to MT.

It should be noted that the Tswana dictionary only
consisted of SL and TL words and a broad syntactic
category (such as verb, noun, adjective, etc). This has
limited the level of sophistication at which the
translation could be attempted, for example number
agreement could not be assured as this information was
not available in the dictionary.

The Initial Study

Methodology

The goal of the initial study was to explore (i) whether
and (ii) Aiow a MT T/E system might be built to render
the contents of Tswana texts comprehensible in English.
In pursuance of the whether part of this goal, it seemed
clear that some sort of prototype MT system should be
. built. What was not clear was whether LEXICA itself
was a suitable vehicle for such a prototype. As to the
how part of the goal, one of three answers seemed
possible:

® Generate nothing more than a new language-pair
database for LEXICA,; or

¢ Adapt LEXICA—perhaps radically—in order to
accommodate a language paradigm that seemed
somewhat different to European languages
encountered in LEXICA up until that point; or

® Redesign an MT system ab initio that would be
better suited to deal with African languages.

It was decided to build a prototype as if the first course
of action was feasible. If problems that seemed
insoluble even by enhancing LEXICA were
encountered, then alternative approaches to MT would
have to be investigated. This avenue of attack made
sense, not only because LEXICA was already in place,
but more especially because T/E LEXICA databases
could, as had been done to date, be generated
incrementally, as explained below. Consequently,
progress towards establishing the objectives of the initial
study could be closely monitored as the prototype
evolved.

Hitherto, database generation for the European
languages had followed the empiricist paradigm in that
rules were derived in a test-driven rather than a
grammar-driven fashion. By this we mean that no
attempt had been made to directly and systematically
encapsulate the grammars of the source and / or target
languages in the rules. Instead, rules suggested by text
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were attempted on a trial and error basis in the
following manner:

step 1 Starting with a specific source language text,
generate a list of all the words in the text.

step 2 Set up a dictionary that gives the translation and
part of speech (noun, adjective, etc) of each
word in the list.

step 3 Do a word for word translation of the text,
examine the result, and postulate rules as
suggested by the translation. Repeat this step
(typically attempting a phrase by phrase
improvement) until the translation is acceptable.

step 4 Consider a another text and update the
dictionary to include the new words in this text.

step 5 Repeat steps 3 and 4 as many times as deemed
necessary.

Steps 1 to 3 above were carried out on a specific
Tswana text, referred to below as T1. In consultation
with a Tswana-speaker, rules were set up as best as
could be done within the limitations of the existing
LEXICA rule language (LRL). Problems were noted
for consideration in future LEXICA updates. Data
relating to rule usage was also noted.

Another text was then introduced, referred to below
as T2, and a log was kept of the number and type of
rules used as progress was made on a sentence by
sentence basis.

Results

The text T1 contained approximately 400 words. A
sample giving the flavour of the translation is provided
in table 1 below.

It will be seen that this complies with the
requirement of comprehensibility. In fact, while the
translation is not flawless and would require some post-
editing before being suitable for dissemination, it would
be easy to gain the impression is that it is well within
the competence of the LEXICA to effect the required

*level of translation. Such a conclusion would be

premature.

Firstly, it should be noted that the translation of T1
was the product of considerable effort in formulating
appropriate rules. This is evidenced by the fact that a
total of 101 rules were eventually formulated to
translate a text of some 400 words, resulting in a ratio
of 4 words of text per rule. Furthermore, when
translating T2 with T1’s rule base, the quality of
translation dropped to a level that was no longer
comprehensible. The two sentences in the first column
of table 2 serve as an example. By adding another 5
rules, the quality for translating these two particular
sentences rose to an acceptable level once more, as seen
in the second column.

The prototype rule base was applied to T2 and
augmented on a sentence by sentence basis as efforts
were made to enhance the translation quality of the first
five sentences. Data relating to this effort is presented
in the table 3.



Table 1

Tswana Text

Translation: Text-driven

Translation: Grammar-driven

Motho yo o amogelang kgotsa a
ipeela dilwana tsa bogodu, a itse
kgotsa a na le pelaelo ya gore di
utswilwe ampo di tserwe eseng ka
tlhamalalo mo go mong wa tsone
o0 molato mme o ka tsena mo
kgolegelong fa a bonywe molato
ke kgotla tshekelo lobaka la

A person who accepts or who
keeps the stolen things, whether
he knows or has a suspicion that
are stolen or they are taken in a
dishonest manner from their
owner is guilty and he could enter
in prison if he is found guilty in
court for a time of 14 years.

Person who accept or he/she
keep busy with things of robbery,
know or has/have suspicion that
they was/were stolen or they
was/were taken not by/with
rightfulness at/from their owner
he/she/it is guilty and may enter
into/in jail if he/she is/are found

dingwaga tse di lesome le bone.

guilty by court of law for a period
of years fourteen.

Table 2

There is many number for livestock not promise
good livestock owner. Livestock if it is many strong
lost the their owner, also is not able-ed to take care

I T1’s Rule Base I UEdated Rule Base I

To have lots of livestock does not provide the

livestock owner of benefit. Whenever livestock is

large in number will be lost by their owner, also is
not able to properly look after.

by properly.

Table 3 o
Old | New | Words / Words / —l. |
rules | rules | New rule | Total rule
Sentence 1 3 3 43 22
Sentence 2 3 2 6,3 3,8
Sentence 3 2 3 40 5,6
Sentence 4 3 5 9,3 3,5
Sentence 5 5 6 5,4 2,6

Its second column shows the extent to which T2’s
translation depended on T1’s rules. This affirms that
rules set up for T1 are indeed useful in other texts. It
thereby provides evidence that the empiricist approach
to rule base generation (for this is what the
methodology in generating the prototype rule base
amounts to) may have some merit.

The third and fourth columns indicate the extent to
which new rules were provided to move forward at each
sentence. In this admittedly very small sample, there is
no hint in the data of a decline in the rate of new rules
required. Had such a decline been evident, this would
have provided solid evidence that the prototype
database was approaching stability and that a full
database could be generated to meet the overall project
goal. However, as it stands, the data is insufficient to
indicate how large the final rule base might need to be.

In order to ascertain an order of magnitude figure
for the size of the final rule base, a crude argument
based on the last column could be adduced. This
column indicates that the rate of rule usage (both new

and old) is of the same order as the averaged rate that
applied to T1. Past experience with European language
translation had shown that in fairly constrained
domains, a dictionary size of about 4000 words was
adequate. Applying a rate of 4 words per rule to such a
dictionary points to a rule base size of about 1000,
While this calculation is open to a number of criticisms,
the result fits with both intuition and experience. On the
one hand, the present study was motivated by the
intuition that African languages probably differ more
radically from English than do other European
languages, and that—as a consequence—more rules
would be needed for translation than for European
languages. On the other hand, experience to date
suggests that about 500 rules would be required for
comprehension purposes in the case of a typical
European language pair. (In fact, in LEXICA the
French / English language pair deploys more than 1000
rules and achieves a translation quality that is somewhat
better than that obtained for the first Tswana text. Half
this number of rules would probably suffice for
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assimilation purposes.)

Conclusion _
The initial study sought direction as to whether and how
to proceed with a MT T/E system. The prototype
experiment suggested that although the number of rules
needed might be significantly more than for the
European language-pairs developed to date, LEXICA
would be sufficiently powerful to handle the envisaged
translation.

The Tswana to English Database

Methodology

Having decided to use LEXICA for the MT T/E
system, the services of a Tswana linguist were solicited
to construct the rule base. This was someone not merely
competent in speaking the language, but who
additionally had a thorough knowledge of its linguistic
and grammar rules. As additional bonus, the expert had
some computer literacy, and found it relatively easy to
understand and construct transfer rules in LRL.

Sufficient expertise was thus available to take the
rationalist approach to setting up the rule base.
Essentially this involves mapping the grammar of
Tswana onto that of English. Instead of using a long
randomly chosen text to drive the development of rules,
short specifically chosen phrases were used to test

.subsets or classes of rules. Only after all relevant rules
suggested by the theoretical consideration of Tswana
grammar had been set up, was a Tswana text (T1 used
above) translated. Inevitably, this revealed some errors
in the rule base, rendering it necessary to spend some
time debugging the rule base. Altogether more than
2000 rules were set up in a relatively short time-period.
At the time of writing, a phase had been entered where
rules expressing idiomatic expressions in Tswana were
all that remained, from a theoretical point of view.

It should be pointed out that a dictionary of
approximately 18800 entries was used during the rule
derivation phase. Since Tswana often uses the same
word for several different English words (e.g. @ might
mean he or she or it) where necessary dictionary entries
list all the alternative translations, in the form such as
he/she/it. Where it was not possible to disambiguate the
particular form that should be used in the text, the list
of alternatives is provided in the translation.

Results

For comparative purposes, the first sentence of T1’s
translation based on these grammar-driven rules has
been given in the third column of table 1. At first sight,
it may appear to be a rather poor translation, since it
does not compare very well with the translation in the
second column. However, the result is not at all
surprising since the second column is the product of
intensive rule derivation specifically targeted to translate
this particular text. It tends towards being the very best
_translation for the sentence that a transfer rule
approach could provide.
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A better gauge for the success or otherwise of the
grammar-driven translation is to compare it with the
quality of the translation in table 2, column 1. These
two translations occurred under similar circumstances:
the rules were not geared to the specific text. While the
former translation is comprehensible and its meaning
can be assimilated, the latter is totally obscure.

Other salient observations to be made in deriving
grammar-driven rules include the following:

® Apart from simple typing errors, the main error
. source appeared to be due to miscalculating or
neglecting the order of rule application. It is for this
reason that a decision has been made to enrich
LRL so that rules may be tagged with a specific
priority.
¢ Being general, grammar-driven rules tended to be
very short (very seldom more than 5 elements per
rule) and seldom contained any specific nouns or
verbs. The literals in the rules were typically
pronouns, and short linking words (technically
referred to as formatives) that are characteristic of
Tswana and other African languages. In contrast,
text-driven rules tended to be highly specific.
® It is in the nature of the Tswana that several (but
different) Tswana phrases all map onto the same
English phrase. As a consequence, several rules with
similar patterns result in the same English
translation, as in the following 3 rules:
<ke go VERB> - <I VERB you/it>
<ke lo VERB> ~ <I VERB you/it>
<ke le VERB> -~ <I VERB you/it>
This suggested an enrichment to LRL to express
alternatives in rules, so that the above 3 rules could
all be expressed in the single rule:
<ke {go/lo/le} VERB> - <I VERB you/it>
While superficially, this will reduce the number of
rules significantly, from an implementation
viewpoint, the notational device is merely syntactic
sugar.
® During the Tswana experiment, the version of
LEXICA in use took a word as the basic
computational unit. As a consequence, semantically
significant prefixes and suffixes could not be directly
recognised and manipulated in the rules. Instead,
separate entries had to be made in the dictionary to
account for suffix or prefix variations. For example,
in Tswana the a suffix ng after a noun designates
the locative case. Thus, for example, polase is the
noun farm while polaseng means on a/the farm.
This implied at least two dictionary entries for every
noun. In the case of verbs, matters were even
worse, and some eight entries for different
inflections of each verb were entered into the
dictionary. This inflated the size of the dictionary
very significantly, and was a major factor in
degrading the system’s performance. This has
spurred major changes to LEXICA. In the first
place, the dictionary has now been implemented as
a B-tree, resulting in significant performance



improvements. Secondly, LRL is being enriched to
accommodate rules of the form:
<NOUN+ng> -~ <on a/the NOUN>

® It is interesting to note that Tswana has neither
definite nor indefinite articles. There is no easy
context-free way in which a transfer rule approach
can arbitrate as to where and whether definite
articles should be inserted into the translation. This
fact betrays the very specific nature of the text-
driven rules in table 1 which has resulted in Motho
being translated to 4 person. The grammar-driven
rules do not attempt a solution and result in the
verbatim translation Person.

® (learly, LEXICA’s post-editing facilities should be
enhanced to deal with specially marked forms such
as he/she/it. Whenever such a form appears in a
translation, the user should be able to click on the
form to generate a popup menu listing the
alternatives individually, one of which should then
be user-selected for that particular portion of text.

@ The grammar-driven translation as it stands could
be relatively easily improved by introducing a
number of very specific so-called target language to
target language rules. For example, a rule such as:
<Person who accept> ~ <A person who accepts>
could be provided. In this way, excellent, though
largely contrived results would be obtained.
Nevertheless, augmenting a rule base with text-
driven rules seems a perfectly reasonable thing to
do, but only after the bulk of the rules have been
derived in a grammar-driven fashion. This
corresponds with Nirenburg [6] who argues for
combining the empiricist and rationalist approach
to MT.

§ Conclusion

The project to translate from Tswana to English has
spurred a number of enhancements to LEXICA to deal
with translation from other African languages. In
particular, various ways of enriching LRL have been
suggested. Preliminary experiments have already been
performed to indicate the feasibility of implementing
these enhancements. Once fully implemented, this will
result in rules which embed semantic, contextual and
morphological information.

Encouraged by the fact that LEXICA arrived at
comprehensible translations from Tswana, work has
now commenced on databases for North Sotho, Zulu
and Swahili. Moreover, the relative success of the
disciplined grammar-driven approach to rule base
generation will undoubtedly influence future strategies
for rule base generation.
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